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Logistics

Assignments
* Al out. Due Midnight Monday

Quiz

* Q1 on Tuesday during class time.

» Justshow up - closed book, no cheatsheet etc.
* We will go over answers right after in class.

Office hours
*  We will have them for next 2 weeks. See website for when!



Deep learning is now an experimental science

GLU Variants Improve Transformer

Noam Shazcer
Grongle
noamSgoogle. com

Feheuary 14, 2020

4  Conclusions

W have extended she GLU family of layers and proposed their use in Transformer, In o tronsfer-learr
sebapy, Ehe new variants seem o produce better perplexities for the dennising objective used in pre-train
as well as bestor rosults on many downstream language-understanding tesks, These architectures are sin
tor implement, and hove no apparent ompastationel drowhaoks, We offer no meplanntion me to why th
architectures seem to work: we attribnte their success, as all el=e, to divine benevolenca.

Do Transformer Modifications Transfer Across
Implementations and Applications?

Sharan Narang® Hyung Won Chung

Thibault Fevry’ Michael Matena '

Yi Tay William Fedus

Karishma Malkan! Noah Fiedel

Noam Shazeer Zhenzhong Lan' Yanqi Zhou Wei Li
Nan Ding Jake Marcus Adam Roberts Colin Raffel
Google Research

Model Params Ops Step/s Early loss Final loss SGLUE
Vanilla Transformer 223M 1117 3.50 2.182 £ 0.005 1.838 70.97
GeLU 223M 11.17T 3.58 2.179 £+ 0.003 1.838 73.67
Swish 223M 11.17 3.62 2.186 + 0.003 1.847 72.03
ELU 223M 1117 3.56 2.270 £ 0.007 1.932 65.86
GLU 223M 11.17T 3.59 2.174 £+ 0.003 1.814 67.86
GeGLU 223M 1117 3.55 2.130 £+ 0.006 1.792 74.86
ReGLU 223M 1117 3.57 2.145 £ 0.004 1.803 73.40
SeLU 223M 11.17T 3.55 2.315 £ 0.004 1.948 66.13
SwiGLU 223M 11.17T 3.53 2.127 £ 0.003 1.789 74.21
LiGLU 223M 1117 3.59 2.149 £ 0.005 1.798 73.97
Sigmoid 223M 11.17 3.63 2.291 £ 0.019 1.867 T1.27
Softplus 223M 11.1T 3.47 2.207 £ 0.011 1.850 70.86
RMS Norm 223M 1117 3.68 2.167 £+ 0.008 1.821 73.73
Rezero 223M 1117 3.51 2.262 £ 0.003 1.939 57.21
Rezero + LayerNorm 223M 11.17T 3.26 2.223 £ 0.006 1.858 68.16
Rezero + RMS Norm 223M 11.17 3.34 2.221 £ 0.009 1.875 65.14
Fixup 223M 11.1T 2.95 2.382 £ 0.012 2.067 55.71
24 layers, dgf = 1536, H = 6 224M 11.17T 3.33 2.200 £+ 0.007 1.843 72.55
18 layers, dg = 2048, H = 8 223M 11.17T 3.38 2.185 + 0.005 1.831 74.74
8 layers, dg = 4608, H = 18 223M 11.1T 3.69 2.190 £ 0.005 1.847 72.17

H =24 1117 3.70 1.857 70.28

6 layers, dif = 6144,

223M

2.201 £ 0.010
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Experimental sciences have universal skills
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Deep learning is a lot less like CS, a lot more like biology
Tight experiment loops, learning from and designing experiments are very important
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Step 3: synthesis at scale

Learning



Building good basic skills for experimentation

Optimizing the system

Part 1: Hyperparams

Being efficient

—e— 1 Layer
—e— 2 Layers
—— 3 Layers
—+— 6 Layers
~+ >6 Layers

10°  10¢  10° 105 107 108  10°
Parameters (non-embedding)

Part 2: Scaling

Measuring the right thing

! L 1 L
0.0 0.2 04 0.6 0.8 1.0

Part 3: Stochasticity
Part 4: Debugging



Hyperparameters

What’s a hyperparameter? Anything we choose by hand (often any nuisance parameter)

Optimizer Deep learning
Which optimizer?

What learning rate?

Architecture

QK norm yes orno?

When an experiment ‘fails’, the only thing we know is that at least one setting is baad



Common (and important?) hyperparameters

Next token probabilities
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What happens when you don’t tune a hyperparameter?

Let’s go through a simple case study.. Building a “differentially private” language model

Open problem - large model size poses statistical + computational issues

Using a public language model to build a private downstream model

il_

Public data Large LM

Differential privacy

I Private data

This is possible!



Doing the “obvious” thing (DP-SGD)

What people thought: The “obvious” thing of using DP-SGD doesn’t work

Actual phenomenon: People just didn’t tune the hyperparameters enough

Optimal hyperparameters
Found via a ‘signal-to-noise ratio’ analysis

learning rate n

1073/25
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1073727

Typical hyperparameters

‘Naive’ choices were almost 100x off!
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Case study 2: repeating data

Can repeating data give us better performance?

Increasing epoch count Increasing parameter count

5.0 1 5.0 1

4.8 1 4.8 1

461 46+

§ 44 ;§ 441

424 4.2 1

4.0 1 4.01

381 T,
i i éll é 1I6 3:2 6I4 158 15(l]M 3{]6M 60[I]M ].JI}B

Epochs Parameter count
Tuned H 1 8 128 Tuned H 150M  300M 600M 1.4B
Learning rate le-3 1le-3 3e3 Learning rate  3e-3  le-3  le-3 3e4
Epoch count 8 8 4 4

We get no benefits past a certain point (600M params w/ 200M dataset) even with infinite compute



Case study 2: repeating data

With optimal (or well tuned) regularization, we get clean trends

Regularized parameter scaling

3.85 A

3.80 1 \ ®

3751 @
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.
370 TN
AN ® Epoched recipe

£ 3.65 ~ R ’ y Tuned H 150M 300M 600M 1.4B
S N _ __ Regularized recipe

560 N (Fit: 0.05/N1.02 + 3.43) Learning rate  3e-3 3e-3 le-3  1le-3

) ‘.\ Epoch count 16 16 8 8

3.55 - N Weight decay 0.8 1.6 32 32

3.50 1 B

345 1 -

lS(I]M 30{I)M 60(I]M 1.:1B

Parameter count

Changes the performance by a lot, and changes the qualitative conclusions



Fantastic Pretraining Optimizers and
‘Where to Find Them

Kaiyue Wen David Hall
° Stanford University Stanford University
ase Study 3: AdamW alternatives TR Gl Sanord.
[ ]
Tengyu Ma Percy Liang
Stanford Univprsily Stanford Univgmity

Loss on C4/EN on 130M models C4/EN Loss vs Weight Decay

4.0 .
—— AdamW w/ Ir 6e-4 3.371 —— Lion
3.91 —— Mars —— AdamW
—— Nesterov AdamWwW 3.36
3.81 AdamW w/ Ir 8e-3 : : .
v 2 3.351 (wd = 0.6 is optimal for Lion|
337 3
3.341
3.6 .
, 3.331
Tuning LR of AdamWw
3.5 leads to 2x speedup 3.3
2000~ 4000 %?28 8000 10000 " 00 02 04 06 08 10

Weight Decay

Different optimizers can require different hyperparameters!
(and likely have different optimal hyperparameter scaling)




Hyperparameter
Optimizer
learning rate
optimizer_name
betal

beta2

1r_schedule

warmup_percent
weight_decay
grad_norm

Data
num_train_sequences
num_epochs
batch_size
context length
data_seed
Model

depth (44-d18)

gqk_norm
tie_word_embeddings
model_seed

dropout

Systems

num_micro_batches

deterministic

precision

Default

0.003
adamw
0.9
0.95

linear

0.01
0.1
1.0

600,000
1.0

64
1024
42

dg

false

0.0

false
mp

What hyperparameters should we consider?

From assignment 1: a non-comprehensive list.

Notes

peak learning rate

adamw or sgd

Adam $; (momentum)

Adam 2

linear, cos, constant, wsd<frac> (e.g. wsd0.2: stable then
linear decay over the last 20%)

linear warmup, as a fraction of total steps

masked: no decay on embeddings, norms, or biases
gradient-clipping threshold; set to None to disable

training horizon; each sequence is 1024 tokens
fractional values allowed, > 1 repeats data
sequences per optimizer step

fixed by the preprocessed dataset

shuffle order of training sequences

built-in ladder: layers = depth, hidden = 64-depth, heads =
hidden /64, MLP = 3.5x hidden, head_dim=64,
vocab_size=4096, context length 1024. Custom LMConfigs can
override these choices.

normalize queries and keys before attention dot products
share input and output embedding weights when true
initialization randomness

shared attention and residual-branch dropout probability

gradient accumulation chunks per optimizer step; usually only
needed above batch size 256

request deterministic PyTorch behavior when possible

mp, bf16, or £p32

This is a lot! It’s very high dimensional and potentially hopeless if hyperparam-> loss is an arbitrary function in 21 dims



Let’s walk through a hyperparameter investigation together

Large scale scaling law study from StepFun

Predictable Scale: Part I, Step Law — Optimal
Hyperparameter Scaling Law in Large Language
Model Pre-training

Houyi Li* Wenzhen Zheng” Qiufeng Wang
StepFun, Fudan University StepFun StepFun
Hanshan Zhang Zili Wang Shijie Xuyang
StepFun StepFun StepFun, Fudan University
YuanTao Fan Zhenyu Ding Haoying Wang
StepFun Xi’an Jiaotong University Xi’an Jiaotong University

Ning Ding Shuigeng Zhou Xiangyu Zhang Daxin Jiang
Xi'an Jiaotong University ~ Fudan University ~ StepFun, Megvii Technology StepFun

Core question: how do we set LR / batch hyperparameters?



First step: how does performance change with LR and BS?

Learning Rate = 3.450e-04

Learning Rate = 4.8380e-04 s
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1.

Using the same optimal LR isn’t too bad (yay AdamW)

2.

3.

But the optimum does shift with batch size!
Nice, quadratic-ish shape in log-LR space.




A 2d version of this surface

Thanks to StepFun compute, we can see a ‘nice’ surface on how these two seem to relate
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How does this change with model size / data size?

N=53M LJ

.- 1064

Learning Rate
Batch Size

10-3 B T P

L ]
-
L ]
L ® e N-2638M
L ]
-
L ]

N=18 105

10' 10t 101 101

As we change the dataset size (D), the optimal batch size and learning rates both shift.
As we change the model size (N), the optimal LR also shifts!

We need to always be vigilant in making sure our hyperparameters are (near) optimal!



Rough mental model of hyperparameters

Hyperparams need to be constantly re-tuned (esp for new methods and settings)

Loss on C4/EN on 130M models C4/EN Loss vs Weight Decay

4.0 .
—— AdamW w/ Ir 6e-4 3.37 — Lion
3.9 —— Mars — AdamW
—— Nesterov AdamW 3.36
3.8 —— AdamW w/ Ir 8e-3 . , i
a ¥3.35 [Wd =~ 0.6 is optimal for L|on]
337 3
3.34
3.6
- 3.33
Tuning LR of Adamw
35 leads to 2x speedup 332
2000 4000 6000 8000 10000 00 02 0.4 06 08 10

Step Weight Decay

Have a good sense of what to tune, and how

Batch Size
3,

3 T
Leamning Rate

Be efficient with your compute! (hyperparameters are ultimately very trial-and-error)



One final trick: vmapping

To search over big hyperparameter grids, we want small models.
But! Small models are sometimes very inefficient due to kernel launch overheads

I kemel execution

kernel (0)
R kernel (2)

tey!
Kernel launch tme I

| -zt
Per kernel launch overhead o

Is there something better we can do? Yes! A ‘vmap’ is generalized batching that’s useful

jax.vmap(f)

o— ftx) [0 =>

parallel data!




Hyperparameters

The unglamorous, but very important part of empirical ML research.

} Wous of -

It'aintmuch, but it’s'honestiwork

~ e

In theory its not hard (‘just search’) but practically complex
* Searchingthe ‘right’ variables and scales (takes experience)
« Beingrigorous about falsifying your own setup
* Picking theright scale to trade off number of experiements vs fidelity



Experimental efficiency s

alesser
known paper

Deep learning is partly a numbers game
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Experiment

Your best shot at learning and optimizing systems is to run lots of experiments



Bottlenecks in empirical ML

There are bottlenecks to each of the 3 steps

Learning: we need to think, absorb experiments (but maybe you’re fast at this)
Implementation: getting easier all the time with agents
Running experiments: FLOPs bound. At larger labs, your experiments get bigger.

How can we run experiments more efficiently? Core answer: scaling laws



Dealing with expensive experiments in ML

Cost (2023 USD) 59 models
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Especially in LLM land: experiments are getting more and more expensive! What do we do?



Cheap proxies to expensive realities

The Drug Discovery Process

This is far from unique
biology has similar challenges

What we need
simple, model
systems and an
understanding of
their limits

Early Discovery: 2-5y - $4M

Development:5 -10 y - $40M

$1Mm Sm2
1-3y ly

$13M $20M Licensing: 1-2 y, $2M
Xm-2y 1-4y Sine die...,, $20M
—

TargetiD
Target Validation ; +
Target selection

Rabbit models

" « Evaluation of ion
channel function

Mouse models * Drug safety
[ I ~——— *(Re-entrant) ventricular
Cellular models * Identification of arrhythmias

—————————— (drug) targets
Evaluation of cellular ~ * Genetic
and molecular investigations
mechanisms I3

. o &

« Ex vivo investigations

« Transgenic mice * Housing and breeding
* Housing and breeding  at most instituti

Pig models * Improved
r 4 -, patient care
* Validation of identified ;\

(
3‘ Phase IV
Postmarketing
Surveillance

Phase II (PoC) Phase 1l
Proof Multicenter
of Concept Trials

Drug Drug
Effective Effective
in X000 humans

MEDICINE

in X00 humans

Patients
s ; ~
* Clinical trials

(drug) targets
-, * Preclinical
(interventional) studies
* In the future: genetic
investigations? } Q

- \d
(>
I\N_‘\@f BQ

* Availability
+ Cardiovascular anatomy

atmost institutions  * Relatively low costs

* Instrumentation (regular

* Low costs * Vetricular
* High societal * Ideal for ex vivo studies
acceptance * High societal acceptance
Disad *C * Only a few transgenic
anatomy rabbits

elec study is possible

and human equipment can be used)
* Growing number of transgenic pigs
* Relatively high societal acceptance

* Housing and breeding possible
only at a few institutions



Scaling laws as ‘cheap proxies’

Thankfully ML is easier to work with than biology (for now)

(9]

W

Test Loss
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1 Layer
2 Layers
3 Layers
6 Layers
> 6 Layers

103

We can run experiments at various ‘scales’ (more realistic) and draw inferences
Surprising, and very strong regularities across compute scales!

104 105 106 107 108  10°

Parameters (non-embedding)




Earliest (data) scaling law paper - 1993

Learning Curves: Asymptotic Values and

Rate of Convergence

Corinna Cortes, L. D. Jackel, Sara A. Solla, Vladimir Vapnik,

and John S. Denker
AT&T Bell Laboratories
Holmdel, NJ 07733

Abstract

Training classifiers on large databases is computationally demand-
ing. It is desirable to develop efficient procedures for a reliable
prediction of a classifier’s suitability for implementing a given task,
so that resources can be assigned to the most promising candidates
or freed for exploring new classifier candidates. We propose such
a practical and principled predictive method. Practical because it
avoids the costly procedure of training poor classifiers on the whole
training set, and principled because of its theoretical foundation.
The effectiveness of the proposed procedure is demonstrated for
both single- and multi-layer networks.

A typical example of learning curves is shown in Fig. 2. The test error is always
larger than the training error, but asymptotically they reach a common value, a.
We model the errors for large sizes of the training set as power-law decays to the

0.25
0.2

0.15
0.1

0.05

Materials from CS336. See Lecture 9/10 on a whole lecture on this stuff

b ¢
Eest = a+ Iz} and Eirain = a— I

error
‘l’ - points used for prediction

===~ predicted leaming curves

test error

::x::;x::g::::::.

f. training error

15360
training set size, /

2560 7680



Early history of scaling laws - data scaling

0.22

0.21

020

019}
o ’4'

Curve Fit using Recursive least squares

caaimyeERYEYRS

R e E R

Observed values | |
Observed curve

Exp3 il
Exp4
- ExpP3
Pow3
--  Powd
- lLog2

Model Formula

EXpS y=c— e—aaf;+b
Exp4 y=c—e % tb
ExpP3 y=c—elEb)"
Pows; y=c—ax ¢
Powy | y=c—(—azx+0b)"®
ILogs | y=c— (a/logx)

200000 400000 600000 800000 1006000 1206000
Training sample size

Early tests of functional forms
Kolachina et al 2012 - power law relation between data and downstream performance

Table 1: Curve families.




Hestness et al 2017

Minimum Test Loss (Log-scale)

Figure 1: Neural machine translation learning curves. Left: the learning curves for separate models
follow £(m) = am?®s + +. Right: composite learning curve of best-fit model at each data set size.
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Earliest ‘large scale neural’ scaling work: Hestness 2017
Predictable scaling on many tasks (MT, LM, Speech) and hypothesized scaling shape.

Generalization Error (Log-scale)

Small Data
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Error
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S

Irreducible Error

Training Data Set Size (Log-scale)




° ° Loss vs Model and D Siz
One important use of scaling laws N I EE——
':- .................. —— [ — - —
Q: Do we need more data or bigger models? ) :Z e o | T
a T, e B5M
- S- ..... seme— N
Clearly, lots of data is wasted on small models Y P | e
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107 108 10 1010

Tokens in Dataset

Joint data-model scaling laws describe how the two relate

From Rosenfeld+ 2020,
Error=n"%4+mFf 4+ ¢

From Kaplan+ 2020

Error = [m~% + n~1]#

Provides surprisingly good fits to model-data joint error.

(a) Wikil03 error (cross entropy) landscape.



Pitfalls with scaling laws

Scaling laws don’t come for free! Tons of subtleties

IsoFLOP parabolas per compute bucket
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From: marin scaling blog https://openathena.ai/blog/delphi/



What are all the things that could fail when scaling?

Scaling vs hyperparameters
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(a) Batch size scaling curve

Parameter / flops accounting
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(b) Learning rate scaling curve

Find compute optimal frontier in terms of total  Find power law scaling coefficient of 0.51,
N

482 2085

Loss(Np, D) = g + poaT

+1.82

Generate training curves for model sizes used in
Kaplan’s study (1k to 1.5B params)

Start from fitted model of Chinchilla’s training curves

close to Chinchilla’s 0.50
| A i it B8

Nj o O3

Fil

ind ptimal frontier in
parameters N\ 1> and compute as in Kaplan

Find local power law scaling coefficient of
0.78, close to Kaplan's 0.73

[l i A

Optimal hypers
change with scale!

Which parameters count?

Isa embedding lookup a FLOP?



Teaser: scaling hyperparameters

Key trick: find scaling rules for optimal hyperparameters

Name Data Recipe Model Sparsity Learning Rate Batch Size Relative Error
OpenAl Law [20] 4 X 3.239 % 1072 4+ —1.395 10 log(N) 2e18L£~476190 9.51%o
Microsoft Law [2] b 4 4 1.3192¢ 9 N~0:23 )—0.32 - 9.25%¢
DeepSeek Law [6] X X 0.3188C 01250 0.2920C0-3271 9.26%o
Porian Law [26] 4 4 3.7TN0-36 0.7576 N-703 3.71%o
MiniCPM Law [18] x x - 22 -
MeiTuan Law [36] X v AL ApL™o5 -

Ours (Step Law) v v’ 1.79N 0713 p0.307 0.58 D57 0.94%¢

Or invariances (i.e. learning rate = O(sqrt(batch_size))

This lets us dramatically simplify the search and scaling process!



Scaling recap

Scaling is critical to modern empirical ML! Data and model scale impact perf

Predictability of scaling can be a very powerful tool in experiment efficiency

But also, scaling can be pretty tricky - it can look good until it’s not



How do we know if methods are better or worse?

Is method A actually better than method B?

Variant Intervention Best LR Finalloss Gapto A
A Baseline 0.003 29267  +0.0000
B No prenorm 0.001 3.0766 +0.1498
C No residuals 0.03 6.8745 +3.9478
D No MLP 0.003 32199  +0.2931
E No attention 0.003 4.8641 +1.9373
F No RoPE 0.003 30671  +0.1403

Validation loss

6.5 1

6.0 1

5.5 1

5.0 1

4.5 1

4.0 1

351

3.0

Best LR selected per method

= A!Baseline, LR 0,003
s B No prenorm, LR 0.001
w— C: No residuals, LR 0.03
w——:No MLP, LROD0
sz Nosttention, LR 0.003
s F; No RaPE, LR 0.000

102 10° 10+
Optimizer step

Many layers to this question, such as if methods are tuned right.
But let’s start with an even more basic one: is this statistically significant?



Modern deep learning is arandom process

We train most models using SGD (and friends, like Adam), often for compute reasons.

— Batch gradient descent
—— Mini-batch gradient Descent
— Stochastic gradient descent

(Minibatch) SGD operates by gradient descent on randomly sampled examples’ losses.
This is, of course, stochastic (from the random sampling)



Modern deep learning is arandom process

We also initialize neural networks randomly. For D;,, input and D,,,; output dims

Glorot [ Xavier Initialization

6 6
W ~ Unif| — ,
\/Din + Dout \/Din + Dout

He Initialization

’ 2
W~N|O, | ————
Din + Dout

(and more. The point is to do symmetry breaking)




Sources of randomness

Data choice and order

For all stochastic gradient methods, major source of randomness
Initialization

Necessary for sane functioning of neural nets.
Stochastic regularization

Not something we’ll do too much with here, since it’s uncommon in LM land

How much does each source contribute?



Published as a conference paper at ICLR 2024

Decomposing Sources of randomness ON THE VARIANCE OF NEURAL NETWORK TRAINING

WITH RESPECT TO TEST SETS AND DISTRIBUTIONS

Keller Jordan*
Independent researcher

CIFAR-10 epochs=1 , epochs=64 AR Random factor isolation
7 / o (]
1.2% \\ —®- Only vary model init
= Only vary model init e A.\'\_ —4— Only vary data order
Only vary data order 2 1.0%" \\_\‘ —m- Only vary data augs
Only vary data augs 2 0.8% 1 \‘\':_\ —4&- Vary all three
| © \\
Vary all three S 0.6%- \N
v} A
< 0.4% N
0.2%
0.0% “— T T T T T v -
52% 54% 56% 58% 60% 93.5% 94.0% : 3 2 4 8 16 32 64 128
Test-set accuracy Training epochs

Figure 10: One source of stochasticity suffices for long training. When training for only 1 epoch, varying
all three sources of randomness induces a standard deviation of 1.33% in test-set accuracy between runs, while
each source alone induces 25-40% less variance. But when training for 64 epochs, varying any one source
induces as much variance as all three together. Each distribution corresponds to 4,000 runs of training.

In CIFAR, randomness sources are not additive. Any single source leads to similar variance



Mental models of deep learning randomness

SGD is like GD + noise SGD is like Brownian Motion SGD is like a chaotic system

“Small perturbations keep you close” “Small perturbations take you far”



Chaotic systems

Infinitesimal perturbations can lead to macroscopic divergence

| — perturbation

0 10 20 30 2 50
t

Examples - the weather, human behavior, etc .. But also, training deep nets?



Slight spoilers: ‘stochastic’ behavior in deterministic training

Fully-connected net on CIFAR-10 5k subset

train loss

A full batch gradient descent run on CIFAR.
There should be no stochasticity at all! Why do we see ‘stochastic’ spikes?



Know your stochasticity!

Many of the best architecture works in the past had careful treatment of randomness

Do Transformer Modifications Transfer Across
Implementations and Applications?

GLU Variants Improve Transformer

Sharan Narang®* Hyung Won Chung Yi Tay William Fedus
Thibault Fevry’ Michael Matena ! Karishma Malkan' Noah Fiedel
Noam Shazeer Noam Shazeer Zhenzhong Lan’ Yanqi Zhou Wei Li
Nan Ding Jake Marcus Adam Roberts Colin Raffel

Google
noam@google.oom Google Research
February 14, 2020

Model Params Ops Step/s Early loss Final loss SGLUE
Vanilla Transformer 223M 11.17T 3.50 2.182 £+ 0.005 1.838 70.97
GeLU 223M 1117 3.58  2.179 + 0.003 1.838 73.67
. Swish 223M 11.1T 3.62  2.186 + 0.003 1.847 72.03
Training Steps 65,536 524,288 ELU 223 M 11.1T 3.56  2.270 + 0.007 1.932 65.86
: GLU 223M 1117 3.50  2.174 % 0.003 1.814 67.86
FFNgeLu(baseline) | 1.997 (0.005)  1.677 GeQLU 223M 1117 3.55  2.130 + 0.006 1.792 74.86
FFNgELU 1.983 (0.005) 1.679 ReGLU 223M 11.1T 3.57  2.145 £ 0.004 1.803 73.40
SeLU 223M 1117 3.55  2.315 % 0.004 1.948 66.13
FFNswish 1.994 (0.003) 1.683 SwiGLU 223M 1117 3.53  2.127 + 0.003 1.789 74.21
LiGLU 223M 1117 3.59 2,149 £ 0.005 1.798 73.97
FFNgLu 1.982 (0.006) 1.663 Sigmoid 223M 1117  3.63  2.291 +0.019 1.867 71.27
FFNB'I' 1.960 (0 005) 1.648 Softplus 223M 11.1T 3.47 2.207 £0.011 1.850 70.86

1l1inear - . -

RMS Norm 223M 1117 3.68  2.167 + 0.008 1.821 73.73
FFNgeGLy 1.942 (0.004) 1.633 Rezero 223M  11.1T  3.51  2.262 + 0.003 1.939 57.21
. Rezero + LayerNorm 223M 11.1T 3.26 2.223 £+ 0.006 1.858 68.16
FFNgswicLu 1.944 (0.010) 1.636 Rezero + RMS Norm 223M 11.1T 3.34  2.221 + 0.009 1.875 65.14
FFNgecLU 1.953 (0.003) 1.645 Fixup 223M 11.1T 2.95  2.382 % 0.012 2.067 55.71
24 layers, dge = 1536, H = 6 224M 11.1T 3.33  2.200 £ 0.007 1.843 72.55
18 layers, diy = 2048, H = 8 223M 1117 3.38  2.185 + 0.005 1.831 74.74
8 layers, dgs = 4608, H = 18 223M 11.1T 3.69  2.190 &£ 0.005 1.847 72.17
6 layers, dy; = 6144, H = 24 223M 11.1T 370 2.201 + 0.010 1.857 70.28




Minor tip: paired significance tests

Stats 101 reminder: Usually, we generate standard errors (std dev/sqrt(n)) and 1.96*
this standard error is the 95% confidence interval.

You have two methods, and the standard errors overlap. Is the difference significant?
Often yes, in machine learning..

BEFORE 47 BEFORE 92 BEFORE 77 BEFORE

§ L 0

BEFORE 47 BEFORE 92 BEFORE 77 BEFORE

AFTER AFTER 71

Key observation:

A lot of the variation in loss
isvariance in problem
difficulty, not variability
in training

AFTER 46 AFTER 100 AFTER 68

o

Takeaway: Be vigilant and know your randomness, but also things are often ok

https://blog.minitab.com/en/blog/statistics-and-quality-data-analysis/t-for-2-should-i-use-a-paired-t-or-a-2-sample-t



Recap: stochasticity

Treat all of deep learning as semi-stochastic

Know the run-to-run variation in your domain

Know how training and optimization amplifies (or damps) randomness

(But often, this is not your biggest problem)



Validation loss

What do we do when things don’t work?

Training blows up

One recipe: LR 0.003 for every method

w— A Banrlire

N et (e (et fal bi)
w— L No ek

— ) No ML

w1 N atenthim

w— 1 No Y

10 10" 1

Optimizer step

Validation loss

Training stops

Loss Trajectories
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Optimizer step
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It’s less good than | thought

Validation loss

Peak LR 0,003

— eetare
— i wcde 05
— Ny e 2
Gaussdan nelse, sad 0.1
e Laabeedan nelus sl 1

10 (LR

Optimizer step

We need ‘debugging tools’ to see what’s going on inside the model

[ [



Diagnostics in deep learning

What do we ‘watch’ in deep learning?

External observables
e Loss curves
* Model predictions (we wont deal with this)

Internal observables
* Activations

* Gradients

* Parameters



When are internal diagnostics useful?

Isolating the failing
component

Tracking dynamics,
temporal effects

Forward: ¢y (Activations)

inference

\ 4

“espresso”
+ loss

A

Viw(z) 2o (Gradients / Cotangents)

Parameters (and optimizer state)

Validation loss
- o

Loss curve shapes




Validation loss

Learning rate scheduling / loss curves

Loss curves are one useful diagnostic!

Loss Trajectories

— oM
— 30N

— 13

LR

w— 3e03
1le02
3e02

5 -
4 .
3 B
100 300 1k 3k 10k

Optimizer step
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What can change loss curves?

Learning rate schedules can leave clear signs on the loss curves

21 1.2B Parameters peak ——
) -
T
o
o o
g
©
9 — WSD-S
[]------ Cosine min{ —— cosine
0
1.8 0 25000 50000 0 10000 20000 30000 40000 50000
Step Step
(1 - Sqrt) vs Linear decay Cosine vs (1 - Sqrt) & Linear decay
. 22
24 = Linear — Cosine

] - Sqrt == Linear Cooldown

'4? 22 — b 20 | === 1 - Sqrt Cooldown

g '

=, 20 = =

= £ 18

& 18- A

16 16

| T T T T T
0 50000 100000 150000 200000 140000 160000 180000 200000
Steps Steps




Activation / cotangent tracking

Xavier Glorot Yoshua Bengio
DIRO, Université de Montréal, Montréal, Québec, Canada

What about internal monitoring? Activations and cotangents can inform signal propagation
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_ On Layer Normalization in the Transformer Architecture

Pre-norm layer norms

Ruibin Xiong™ '? Yunchang Yang’® DiHe*® Kai Zheng® Shuxin Zheng’ Chen Xing® Huishuai Zhang*
Yanyan Lan'? Liwei Wang*® Tie-Yan Liu’

Similarly, gradient norms can tell us quite a bit about how (and if) models train well
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Scaling Vision Transformers to 22 Billion Parameters

Mostafa Dehghani*  Josip Djolonga® Basil Mustafa® Piotr Padlewski* Jonathan Heek®
Justin Gilmer Andreas Steiner Mathilde Caron  Robert Geirhos  Ibrahim Alabdulmohsin
Rodolphe Jenatton Lucas Beyer Michael Tschannen Anurag Arnab  Xiao Wang
Carlos Riquelme  Matthias Minderer Joan Puigcerver Utku Evei Manoj Kumar
K n 0 r m Sjoerd van Steenkiste Gamaleldin F. Elsayed Aravindh Mahendran  Fisher Yu
Avital Oliver Fantine Huot Jasmijn Bastings Mark Patrick Collier ~ Alexey A. Gritsenko
Vighnesh Birodkar Cristina Vasconcelos  Yi Tay Thomas Al ik
Filip Paveti¢ ~Dustin Tran Thomas Kipf Mario Luti¢ Xiaohua Zhai Daniel Keysers
Jeremiah Harmsen  Neil Houlsby"
Google Research

der Kol

'QK norm’ stabilizes training by making the attention and logit better behaved.

In the scaling ViT paper, we see that internal state tracking makes the mechanisms clear

loss (training) gradient L2 norm param L2 norm logit max attn max
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Figure 1: Effect of query/key normalization on an 8B parameter model.



Build intuition for ‘normal’ behaviors

Some key debugging tools that you should have

Have a good sense of what’s normal.
Are nonmontone / spikey losses normal? How much?
Should internal statistics grow or shrink? By how much?

Know your invariances.
Certain factors can ‘blow up’ without affecting models
(a good example of this is models under layer norm)

Compare to ‘known good controls’
Have baselines, smaller scale runs, that you know work that you can compare to



”Live” example from the Marin training process

During training.. Strange phenomena compared to small scale models

(] d

params/norm/stacked_blocks.stacked.attn.attn_gate
— hero-12d8b6f0-dee637 = rav-ladder-d1536 rav-ladder-d1024 = rav-ladder-d2048-v3 = rav-ladder-d768-v2

200
150
100

50

run_progress

Pretty concerning shapes compared to the smaller scale ladders (colored lines)
Very big parameter norms for ’gated attention’ layers



Debugging steps.

Hero d6144 step-42k: layer-0 attention gate is ~closed across the full 128k vocabulary (m!

All layer-0 gates: 98.3% shut (<0.05}

Per-head open-rate: 0.11-0.33% (never > ~0.3%)

ean 0.013, median 0.007)

Only 546 / 128,256 tokens (0.43%) open any head
o -

faemiy <10

050 075 100 125 150 175
gate value (2:sigmoid, range 0-2)

The early layers seem to have ‘attention gates’ that make activations small

2

g &

% of vocab with gate open (>1)
g

°
H g B
2 B &

0 30 40
head index (0-47)

count (of tokens), log
5 5 5

000 025 0.50

! 075 100 125 150 175 200
per.oken max gate (over 48 heads)

== attention
—s— MLP (+shared)

l1ax1 (leg)

contribution

=== attention
—s— MLP (+shared)

Early layers seem to contribute very little to the residual stream
Solution: light weight decay to bring the norms back to ‘sane’ values.




Summary for diagnostics

Know what to track, and how these statistics look “normally”

Know when deviations on these metrics impact behavior (e.g. invariances)

Understand all the knobs you have at your disposal to intervene on the metrics

Other tips:
* Changeonethingatatime
* Interpolate from known good (or bad) configurations



Overall summary

Experimental sciences require experiment skills! Think like a biologist or neuroscientist

Be paranoid about your system (hyperparams, stochasticity)

Be efficient, have good model systems (scaling)

Have controls - compare to known good and bad states (debugging)
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  E r r o r =  n  − 𝛼 +  m  − 𝛽 + C


  E r r o r =    [   m  − 𝛼 +  n  − 1 ] 𝛽


   D  i n


   D  o u t


  W ∼ Unif  (  −    6   D  i n +  D  o u t ,    6   D  i n +  D  o u t )


  W ∼ N  (  0 ,    2   D  i n +  D  o u t )

